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Abstract

Multi-cluster schedulers can dramatically improve aver-
age job turn-around time performance by making use of
fragmented node resources available throughout the grid.
By carefully mapping job’s across potentially many clus-
ters, jobs that would otherwise wait in the queue for local
cluster resources can begin execution much earlier; thereby
improving system utilization and reducing average queue
waiting time.

In this paper, we demonstrate that these multi-site
scheduling techniques can be successfully integrated with
fairness policies to ensure that participation in the multi-
cluster is beneficial under extremely disparate workload in-
tensities. Furthermore, we demonstrate that the trade-off
between fairness and performance is relatively small.

1. Introduction

As cluster computing becomes more commonplace, in-
dustrial and academic research parks can often be found
purchasing several clusters to meet their needs, either for an
individual group or for several disjoint departments. These
geographically co-located clusters can be connected via an
interconnection network to form a larger computational re-
source known as a multi-cluster or super-cluster. The in-
ternal networks of the clusters are bridged together through
dedicated links. In doing so, there exists predictable, reli-
able bandwidth among cluster resources, as contrasted with
Internet-connected grids. This configuration allows consid-
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erable flexibility for distributing parallel jobs among avail-
able clusters; however, it also dramatically increases the
complexity of effectively managing both computing and
networking resources.

As multi-cluster systems become more prevalent, tech-
niques for efficiently exploiting these resources become in-
creasingly significant. A critical aspect of exploiting these
systems is the challenge of scheduling. In particular, multi-
cluster schedulers must address not only node resource and
inter-cluster network utilization, but also fairness among
participating clusters. Intelligent schedulers can make use
of information related to job communication structure and
inter-cluster bandwidth availability to improve average job
response time by selectively mapping parallel jobs across
potentially many clusters in a process known as job co-
allocation or multi-site scheduling [1], [2].

However, one of the caveats of this type of resource shar-
ing is that more heavily-loaded clusters can easily over-
whelm the other participants with excess jobs to the ex-
tent that their participation in the multi-cluster no longer
results in a net performance improvement for each cluster.
Therefore, in this paper we demonstrate that these multi-site
scheduling techniques can be successfully integrated with
fairness policies to ensure that participation in the multi-
cluster is beneficial under extremely disparate workload in-
tensities. Furthermore, we demonstrate that the trade-off
between fairness and performance is relatively small.

2. The Model

In this section we characterize the parallel job model as
well as the multi-cluster architecture. We provide avery
brief explanation of the communication model used, as well
as a strategy to account for the time-varying inter-cluster
network utilization. This general methodology is a modi-
fied version of our previous work [4]. The interested reader
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Figure 1. Job Co-allocation

can obtain a detailed treatment of the complete modeling
methodology on our website.

2.1. Multi-cluster and Parallel Job Models

In the research presented in this paper, we consider a
multi-cluster to be a collection of arbitrarily sized clusters
with globally homogeneous nodes. Each cluster has its own
internal ideal switch. Additionally, the clusters are con-
nected to one another through a single dedicated link to a
central ideal switch. Each node in the multi-cluster has a
single processor and a single network interface card. Jobs
can be co-allocated in a multi-cluster by allocating nodes
from different clusters to the same job in order to better
meet collective needs across the multi-cluster. The model
used assumes that jobs are non-malleable. In other words,
each job requires a fixed number of processors for the life
of the job, and the scheduler may not adjust this number.
Additionally, neither execution-time migration nor gang-
scheduling is employed in mapping jobs the multi-cluster,
i.e. once the job is mapped to a particular set of nodes, the
job remains on these nodes for the lifetime of its execution.

A job’s execution time,TE , is a function of two com-
ponents, the computation time,TP , and the communica-
tion time, TC . The initial value of these two quantities is
considered to represent the total execution time that the job
would experience on asingle dedicated clusterwith an ideal
switch. They therefore form a basis for the best-case execu-
tion time of a given job when it is co-allocated in the multi-
cluster. In particular,TE = TP +TC . The computation por-
tion of the execution time does not vary, however the com-
munication time is considered dynamic, since the commu-

nication time of simultaneously co-allocated jobs may be
lengthened due to the utilization of any shared inter-cluster
network links.

2.2. Communication Characterization

In order to capture both local and global communication
characteristics, each job modeled in this paper is assumed
to perform both nearest neighbor (2D mesh) and all-to-all
communication patterns throughout its execution.

During co-allocation, nodes must communicate across
cluster boundaries. This communication requires a certain
amount of bandwidth in the inter-cluster network links. A
job’s performance will deteriorate if it does not receive the
amount of bandwidth it requires to run at full speed. Each
time a new job is co-allocated or a co-allocated job ter-
minates, an algorithm is applied in order to determine the
amount of bandwidth ultimately allotted to each job on each
link. The amount of bandwidth each job receives is limited
by the most saturated link over which it spans.

As these inter-cluster state changing events occur, the
remaining execution and communication times are recal-
culated based on a number of factors, including available
network bandwidth. Due to these recalculations, the job’s
end-event can slide forward (later) or backward (earlier) in
time, reflecting either a degradation or improvement in sat-
uration levels of the inter-cluster links over which it spans.
(The full description is rather lengthy and can be found in
[4].)

This procedure provides a dynamic view of job commu-
nication by accounting for the slowdown a job experiences
due to the time-varying utilization of the inter-cluster net-
work links.

3. Addressing Fairness

In this paper, we qualitatively view fairness as an indica-
tion of how well an individual cluster’s jobs perform com-
pared to their performance in isolation. For example, one
would generally choose to participate in a multi-cluster pro-
vided that there is some tangible benefit in doing so. One
benefit that immediately comes to mind is being able to run
jobs at a scale larger than is possible on the originating clus-
ter. While this is an extremely interesting case, it is not the
focus of this paper. The second obvious benefit is the im-
provement to queue waiting time, thus resulting in short-
ened average job turn-around time. Note that this definition
of fairness differs from others used in the field [6].

In our previous work [4], we evaluate the relative per-
formance of multi-cluster parallel job schedulers under that
assumption that all participating clusters are the same size
and that all experience the same arrival workload inten-
sity. This implies that each cluster is contributing not only
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Figure 2. Heavily-loaded clusters overwhelm
participating cluster

the same number of resources to the multi-cluster but also
the same workload distribution. Under these assumptions,
we demonstrated that the migration and co-allocation tech-
niques we employed result in not only an improved average
job turnaround time for the multi-cluster as a whole, but
also for each cluster individually; therefore, participation
was beneficial for each cluster.

Now suppose, for example, that out of four clusters par-
ticipating, three have an arrival rate that far outstrips that of
the remaining cluster. Without the benefit of mechanisms to
ensure fairness, nothing would prevent the remaining clus-
ter from being overwhelmed by the excess jobs from the
first three clusters (Figure 2). In fact, there is a point where
the remaining cluster will experience even worse perfor-
mance than if it were not participating in the multi-cluster
at all. That is to say, on average, it is contributing more
node-time to the grid than it is receiving from the grid. This
behavior is not acceptable; therefore, a change in the way
migration and co-allocation is performed is absolutely nec-
essary to ensure that any individual cluster does not become
overwhelmed with jobs from more heavily-loaded partici-
pating clusters.

In order to accomplish goal, we have made use of tra-
ditional job backfilling (Section 3.1) and job reservation
schedules. Backfilling is commonly used to achieve fair-
ness among jobs on a single cluster and to prevent starva-
tion. In this research, we make use of job backfilling to
achieve fairness among participating clusters.

3.1. Conservative Backfilling

A primitive scheduler may run jobs in a strictFirst-
Come-First-Served (FCFS) order. While this approach en-
sures fairness, it does not make effective use of idle re-
sources. Backfilling is a technique by which jobs are se-
lected to run out of order to improve resource utilization and
lower the average job response time. For example, suppose
that jobs are being serviced in FCFS fashion. Now sup-
pose that the job at the head of the queue can not run due
to a lack of node resources; but that other jobs in the queue
could potentially run given access to the currently available
resources.

This general technique has been extensively studied, as
it evidenced by many papers published in [3]. Typically a
job is only allowed to run out of order provided that in do-
ing so, the start times of the jobs ahead of it in the queue
will not be delayed. One special case of backfilling, known
as EASY or aggressive, only guarantees that the job at the
head of the queue is not delayed, whereas a more conser-
vative approach could potentially guarantee that every job
ahead of the given candidate for backfilling is not delayed.
The number of jobs that obtain a reservation in the backfill
schedule is often referred to as the backfill depth.

The primary trade-off of backfilling is the issue of fair-
ness versus performance. It should be noted that backfilling
assumes accurate job execution time estimates in order to
guarantee that jobs will start on-time; otherwise, the sched-
uler may be forced to kill jobs that exceed their estimated
execution times by more than an allowable amount. In
this paper, we employ conservative backfilling (with back-
fill depth of 10) to control non-local node resource usage
(Figure 3). A backfill depth of 10 was chosen as a moder-
ately conservative depth for two primary reasons. It gives
local jobs more security with their reservation schedules in
that none of the first 10 local jobs waiting in the queue can
be pushed back in time as a result of non-local node usage.
This helps provide local jobs more priority over non-local
jobs thereby increasing the degree of fairness they experi-
ence as participants in the multi-cluster. Secondly, since we
are running simulations on the order of 400K jobs per clus-
ter, keeping the backfill depth to 10 keeps the per-simulation
time manageable. In the future, we will address various
backfill depths to determine the impact to fairness versus
performance.

3.2. Local Backfill Schedules

The general technique employed to achieve fairness
among participating clusters is to perform backfilling attwo
distinct logical levels. First, the scheduler on each clus-
ter performs job backfilling locally, thereby inherently giv-
ing priority to local jobs. A local backfill schedule is cre-
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Figure 3. Backfilling

ated during this process that uniquely determines the ear-
liest start times for a configurable number of jobs waiting
in the local job queue. Precisely, if there are not presently
enough free resources to start a candidate job in the local job
queue, the queue is traversed from head to tail until a job is
found that can start subject to both the number of available
resources as well as the local reservation schedule. As each
job is considered, if it is unable to start due to these con-
straints, a reservation for the candidate job is made in the
local job schedule at the earliest start time subject to the
resource usage of the jobs already in the schedule.

3.3. Global Backfilling

After each of the local clusters backfills and starts as
many local jobs as possible, the remaining local jobs on
each cluster have reservations in their corresponding local
backfill schedules. These local schedules are then passed
to the global scheduler for use during the migration and co-
allocation phases of the current scheduling iteration. As the
global scheduler traverses the global job queue in FCFS or-
der, it searches for candidate jobs that will not violate any
of the local reservation schedules. The net effect here is
that when performing migration or co-allocation, the global
scheduler does not have access to all currently available
node resources on each cluster. In fact, the scheduler only
has access to place a non-local job (or portion of a non-
local job) on a given cluster, subject to the local reserva-
tion schedules. This means that running non-local jobs will
NOT delay the earliest start times of any of the local jobs

already in the local reservation schedules.

3.4. Bandwidth-aware Co-allocation

After the scheduler has backfilled as many jobs as possi-
ble via local execution and remote job migration, it begins
considering the remaining jobs for co-allocation. The strat-
egy used in this paper ensures that no inter-cluster saturation
occurs due to co-allocated jobs. This strategy is an on-line
algorithm, in that each time a scheduling decision is made,
the scheduler only has access to the information related to
the jobs that have arrived thus far, i.e. not for jobs that will
arrive in the future. (The interested reader may wish to ex-
plore the implementation, performance and limitations of
schedulers that relax this constraint in our previous work
[4].)

In order to map jobs onto the multi-cluster in such a
way that completely prevents the slowdown associated with
over-saturated inter-cluster network links, it is necessary
to first determine the range of nodes that a job could po-
tentially acquire on each cluster as a function of the job’s
bandwidth characterization, as well as the available inter-
cluster link bandwidth. In order to accomplish this task,
the scheduler must have access to the job’s communica-
tion characterization, including its per-processor bandwidth
requirements requirements as well as current link utiliza-
tions. With this information, this scheduler can determine
a partitioning that will guarantee that no link saturation oc-
curs, while simultaneously making use of as many available
node resources as possible. We solve this graph partitioning
problem by using a custom integer constraint satisfaction
algorithm [4]. Note that job co-allocation is also subject to
the constraints imposed by each local backfill schedule over
which it spans. Additionally, it is important to note in our
simulations, that our scheduler is assumed to have access to
accurate information regarding a job’s execution time and
bandwidth characterization. This implies that when I back-
fill schedule is generated, it never changes in response to
jobs that finish early or that run longer than expected.

4. Experimentation

In this paper, we assume that the arrival process of jobs
to each cluster,Ci, has a Poisson distribution with rateλi.
Additionally, we assume that a job’s initial service time,TE

is exponential. The number of nodes that a job requires is
given by a uniform distributionDnodes

i ∼ UNIF [10, 50].
We also assume that the fraction ofthe total execution time
that initially represents computation is set to a constant,
Ki = .7, for all jobs. While this parameterization is gen-
erally considered to be unrealistic, it does provide an eas-
ily scalable characterization to generate a disparity among
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workload intensities. We are currently working on integrat-
ing a synthetic workload generator that is based on actual
workload traces to improve the degree of realism.

In order to create a disparity among the workload inten-
sities of the participating clusters, the arrival rates are ad-
justed accordingly. In each of these simulations, three of
the four participating clusters experience an increasing ar-
rival rate, while the fourth maintains a fixed arrival rate. By
doing so, we are able to observe the effect that the first three
overloaded clusters have on the fourth cluster.

In the first simulation, the size of each of the four clus-
ters is 100 nodes. They are kept the same in order to demon-
strate the effect solely due to the disparate workload inten-
sities. In the second simulation, the clusters are sized so
that cluster 1, 2, and 3 each have 100 nodes, and cluster 4
has 50 nodes. In this simulation, the smaller cluster has a
fixed arrival rate while the others experience an increase in
workload intensity. In the third simulation, the clusters are
sized so that cluster 1 has 200 nodes, cluster 2 and 3 each
have 100 nodes, and cluster 4 has 50 nodes. As with the
other simulations, the fourth cluster has a fixed arrival rate,
while the others do not.

In order to compare the performance of the fourth cluster
while participating in the grid, an initial baseline study was
performed for the fourth cluster in isolation. This baseline is
labeled as “No Share on FC” (onFixedCluster) in Figures 4
- 6. Note that it appears as a horizontal line on these graphs
since it’s arrival rate is being held constant while in isolation
(i.e. not participating in the grid). Note that all four clus-
ters are initially parameterized with the same proportional
arrival rate (based on their respective sizes), approximately
570 jobs/week/cluster (i.e. near the origin of the plots on
the left-hand side). Then, three of the four clusters are pa-
rameterized with increasing arrival rates, while the fourth
cluster’s arrival rate is held constant. This allows us to deter-
mine how well the fourth, less heavily-loaded cluster, fares
in the presence of increasing pressure from its neighboring
participants.

In order to demonstrate that the integration of the back-
filling technique indeed improves the fairness experienced
by the fourth cluster, two distinct versions of the sched-
uler, referred to as ICS (Integer Constraint Satisfaction) and
ICS+B (ICS+Backfill) are evaluated. The ICS scheduler
does not employ the fairness mechanisms discussed in the
paper, while ICS+B does.

The first item in each plot, labeled “ICS on G” (ICS on
Grid), shows the average job turnaround time experience
by each cluster using the “unfair” version of the ICS sched-
uler. Note that since the original version made no provisions
to protect local jobs during the migration and co-allocation
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phases of the scheduling iteration, it is typically the case
that the average turnaround time on each cluster is roughly
the same. This is due to the fact that when traversing the
global job queue, the scheduler simply sees the grid as a
single collection of resources, and maps jobs without re-
gard to the impact that non-local node allocation will have
on any locally waiting jobs. We have therefore only shown
the average performance for the grid as a whole under the
original ICS scheduler.

In the case of the backfilling ICS scheduler, three mea-
sures are provided. Specifically, the performance of the jobs
on the fourth cluster is shown separately (ICS+B on FC
i.e. onFixedCluster); while the other three clusters perfor-
mance is shown as an averaged quantity (ICS+B on OC i.e.
on Other Clusters). Additionally, the overall performance
on all four clusters is shown in the figures as “ICS+B on
G”.

5. Observations

The primary observation is that the backfilling strategy
does a good job in keeping the fourth cluster from becom-
ing too overwhelmed with the excess jobs from the first
three clusters. As the arrival rates on the clusters 1, 2, and 3
place an enormous pressure on the system, the local back-
fill schedule on cluster 4 prevents its performance from de-
grading much beyond that of its isolation performance (No
Share). In essence, even when the odds are stacked against
the fourth cluster, its performance is no worse than it would
be if it were not participating in the multi-cluster. On the
other hand, when the relative arrival rates are more balanced
across the clusters, each cluster more noticeably benefits
from its participation.

The second observation is that there is a trade-off be-
tween overall performance and fairness; an expected re-
sult. With the backfill fairness policy in place, the first three
heavily-loaded clusters experience a slight degradation in
performance. This is due to the fact that the fourth, less
heavily-loaded cluster, is preventing any additional non-
local node allocation from taking place. While the trade-
off is noticeable, it is much less prevalent when the clusters
have more balanced arrival workloads. The trade-off be-
comes more noticeable as the disparity in workload intensi-
ties increases. In this case however, this slight decrease in
overall performance comes with an enormous improvement
in fairness to the less heavily-loaded cluster.

It should be noted that the non-monotonic behavior
shown in Figures 4 - 6 is not due to a deficiency in sam-
ple size (as we are averaging across 400K jobs / cluster),
but rather on two distinct considerations. Firstly, since our
scheduler is an on-line algorithm, it does not have access re-
lated to the future arrival of jobs; therefore, when it makes
a decision to backfill a non-local job, it can not prevent it

from consuming resources that could otherwise be used by
a local job that arrives in the near future. For this reason,
the performance is sometimes worse than that of the ”No
Share on Fixed Cluster”. Secondly, the arrival rate on the
other three clusters is pushed extremely close to the depar-
ture rate, thus resulting in a system that nears the point of
instability. This results in a relatively large variability in
the performance on the other three clusters, and therefore
also affects the performance of the fixed cluster. This was
done however to illustrate that even when in the presence of
nearly unstable adjacent clusters, a typical cluster still fares
well under extreme conditions.

6. Conclusions and Future Work

We have demonstrated that conservative backfilling can
be employed in tandem with co-allocating job schedulers
to improve fairness among participating clusters. Addition-
ally, we have shown that the trade-off between performance
and fairness is relatively small.

While backfilling proves to be an effective mechanism to
achieve fairness among participating clusters, it does have a
few limitations. Most importantly, it does not prevent non-
local jobs from consuming resources that would otherwise
be available for local jobs that have not yet arrived to the
system. Backfilling alone only provides security for jobs
that are already in the queue. Therefore, in order to im-
prove the effectiveness and generality our fairness policies,
we intend to leverage more sophisticated accounting-based
mechanisms in our future work.
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